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Education

University of Maryland College Park, MD
Bachelor of Science in Computer Science Honors, Minor in Statistics Aug 2022 – Dec 2025

Technical Skills

Languages: Python, TypeScript, Swift, C#, SQL
AI / Agents: Anthropic Claude (prompt caching, 1M ctx), Google Gemini (Pro/Flash, structured outputs), OpenAI,
LangGraph, Deep Agents, MCP, RAG, pgvector, eval harnesses, structured outputs, tool use, agentic workflows
Backend / Infra: FastAPI, async Python, PostgreSQL, Redis, gRPC + Protobuf, WebSockets, event sourcing,
idempotent worker queues, DLQ, Docker multi-stage, CI/CD, Kafka, Azure (Container Apps, Storage Queues, ACR,
Blob), AWS (Lambda, ECS/Fargate, S3, SQS)
Sandboxing & Security: bwrap, seccomp, AST validation, untrusted code execution
Frontend / Mobile: SvelteKit + Svelte 5, React, Next.js, Tailwind, Swift/SwiftUI, Typst, WebSockets / SSE,
C#/XAML (Revit)

Experience

Founding Engineer Feb 2026 – Present
Structured AI (AEC document QA/QC; customers incl. Marriott, Westwood, SJB) New York, NY

• Designed and shipped the agent platform powering document chat on web and iOS (LangGraph +
Anthropic SDK). Replaced a 1,448-line single-file agent with a typed-tool runtime: on-demand tool loading,
prompt caching, persistent skill/memory injection.

• Built a hardened Python execution sandbox for untrusted LLM-generated code: JSON-RPC over child
subprocess, AST validator, bwrap + seccomp guards, gRPC + Protobuf bridge to a slim agent pod. Replaced
Anthropic’s hosted code-execution path.

• Built AEC-Bench, a 196-task evaluation harness for construction-AI agents, with Redis-locked wave
scheduler. Designed lean agent (direct Anthropic SDK, 6 tools, zero framework overhead). Reached 23.5%
cross-reference resolution on the first eval run. Rebuilt 45+ QA/QC checks across 9 disciplines.

• Shipped the iOS / iPadOS app from zero in 2 weeks. Apple Sign-In OAuth with a Redis fallback for
ASWebAuthenticationSession token loss; MarkdownUI streaming chat; 3-column iPad workspace; custom
animations and gesture-based navigation. Event-sourced chat replays on reconnect.

• Owned the deploy + observability surface. Auto-migration container-startup system (17 schema migrations,
zero downtime), parallelized staging builds (˜2 min saved per push), CPU-only torch (˜3 GB stripped from the base
image), blobless clone (3 min to 30 s). JSON logging with rotation and a DLQ for the durable chat layer.

Systems Software Engineering Intern June 2025 – Aug 2025
Intuitive Labs San Francisco, CA

• Designed an 8-service market-research platform on AWS Fargate, FastAPI, and Redis that enriches and
classifies 500K+ companies daily. Shipped to paying customers in the first month.

• Wrote an LLM scoring pipeline combining Llama 4/5 with scikit-learn ensemble classifiers. 97% eval accuracy on
a held-out set, schema-validated outputs, anti-hallucination checks gating production writes.

• Designed the WebSocket-streamed analytics dashboard leadership uses daily. Aggregates 20K+ pipeline
events/hour from 8 microservices into live KPI panels with sub-second end-to-end update latency.

Software Developer, Scalable ML Infrastructure May 2024 – Dec 2025
College of Information Studies, University of Maryland College Park, MD

• Wrote an ML classification pipeline over 20M+ records at 90%+ accuracy. Fine-tuned Llama 3.2 with LoRA for
a 6-point accuracy lift (75% to 81%) and added structured-output validation.

• Migrated synchronous data collection to an async Python version, cutting end-to-end ingestion time from days to
hours. Wrote distributed Kafka + Spark pipelines that lifted real-time ML throughput 40%.
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